
1. The State Forecast: 

In this step we take our initial conditions for the last timestep and use our model to make a forecast 

for the next timestep. 

xf = ƒxa
n-1  

Here xf is a vector which contains the model's first forecast of temperature on the ground and in the 

atmosphere. For all Kalman Filtering techniques this is always a vector. It is known as the State 

Vector as the values held within it are all that we have to define the absolute state of the system 

that we're looking at. 

ƒ is a symbolic way of writing "the model". This is essentially the same as the State Transition matrix 

used by Greg Czeniak. On Greg Czeniak's example pages his derived model equations were re-

arranged and placed into this matrix form so that his A matrix was simply a re-construction of the 

model itself. You may remember, however, that our model is non-linear. This means two things: first 

that we use a curly letter to symbolise the model in this equation, and second that it is impossible 

create a matrix of equations which represent changes in both the ground and atmosphere's 

temperature given their previous temperatures that is true at every timestep. This will be a bigger 

problem at the next step, but for now we can simply forget Greg Czeniak's re-arrangements and 

crunch through the model equations on the previous page. 

Because ƒ fully describes the system as we want to represent it, we don't need the control matrix 

that Greg Czeniak uses. Some people may add on a noise term here to represent the error that is 

implicit in the model - but we don't need to be reminded about how simplistic our model is and so 

that term isn't included here. 

2. Covariance Forecast 

In the Kalman filter equations we generally keep two strands of calculations running side by side. 

First the state-vector-related calculations (like above) and then the covariance-matrix-related 

calculations. This is the first of the latter type of calculations. Here we use the model again to 

forecast the changes in covariance of our state vectors. 

Pf = FPa
n-1FT + Q  

Here Pf is the covariance matrix which describes how the changes in ground and air temperature 

predicted by the model are related to each other. The diagonals of this matrix describe the variances 

- essentially the uncertainty - in the temperatures of each medium; the off-diagonals describe the 

correlations - or covariance - in the temperatures between the two media. This is a symmetric 

matrix. 

Because the Kalman Filter method uses information from the previous timestep, for the initial 

timestep we have to assume an initial covariance matrix - in this example we've chosen an initial 

variance of one degree kelvin for both the air and ground temperatures. As this matrix is re-

calculated at every timestep, the process of Kalman Filtering ultimately optimises this value to give 

you the best estimate of covariance/uncertainty possible. 

It is at this point that the non-linearity of the model becomes an issue that we have to deal with. We 

need to create an F matrix which represents the model at this timestep - we do this by linearising 

the model. To do this, the model is run twice again: first with a small perturbation to the initial 

ground temperature value, then with an equally small perturbation to the initial air temperature 

value. The resulting differences between these perturbed model runs and the unperturbed model 
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run are normalised with respect to the timestep of the model and then assembled into the F matrix. 

Therefore F essentially tells us about the model's sensitivity to changes in either air or ground 

temperature at this timestep to changes in the air and ground temperature at the previous timestep. 

This matrix of sensitivities will change at different timesteps due to the non-linearity of the model. 

This information is combined with the previous covariance matrix Pa
n-1 (which itself tells us how 

changes in the variables are related at the previous timestep) to give us a new value for covariance. 

Finally we must also take account of implicit model errors, as defined by the Process Error (or 

"Model Error") matrix Q. This matrix is assumed to be fixed for our model and it tells us how much 

error we can expect to see due to imperfections in the calculations of the model. In this example we 

have found this matrix by performing an isolated set of runs where each of the model parameters is 

perturbed a little to see how big a change this produces in the temperature outputs. The standard 

deviations of these changes in the ground and air temperatures form the diagonal values of Q and 

the rest of the matrix is made up of zeros in our case. 

3. The Innovation Step 

Here we prepare the ground for including the observations into our calculations. 

z = y - Hxf  

The Innovation vector z tells us the difference between the model prediction and the observations. 

Positive values indicate that the observations are warmer than the model predictions and visa versa. 

The function of the H matrix is to transform the shape of the model output so that it is comparable 

to the observations matrix y in order for a direct comparison of like with like. In this example, we 

have single sets of observations and model predictions. Thus H is an identity matrix. Because it 

underlines the primary function of the Kalman Filter - to compare model with observations - H is 

used a lot in the equations. 

4. Innovation Covariance 

Here we do a similar calculation, comparing the model forecasted covariance with the covariance of 

the observations. 

S = HPfHT + R  

The covariance of the observations is defined by the Estimated Measurement Error matrix R. The 

value of R is normally calculated using the known errors in the measuring equipment and 

incorporating any other information about the measurements which might affect their value (e.g. 

poor placement, damage etc). In this case we have estimated values for the error associated with 

the observations. Try changing these in the python code to see how much the final result depends 

on this value. 

5. Kalman Gain 

The Kalman Gain matrix K, which is found in this step, is really the cornerstone of the Kalman 

filtering process, this is where we determine whether we have the greater trust in the model 

forecast or the observations and therefore which we should give greater weight to later on. 

K = PfHTS-1  

In this step, information about the relative uncertainty of the model with respect to the 

observational uncertainty (S) is incorporated into the Kalman gain matrix, along with information 



about the absolute size of that uncertainty (Pf). By doing this we can identify whether the model 

forecast or the observations are the most certain. If Pf is small in comparison to R from the previous 

timestep then K will be small - that tells us that the model forecast is most reliable - whereas if Pf is 

large in comparison to R, then K will be large and the observations will be given more weight. 

You can see the importance of calculating covariances in this step. Determining the weighting 

between the model forecast and the observations depends entirely on the relative certainty 

between the two and has nothing to do with the absolute values of either. 

6. State update 

In this step we apply our weighting and calculate the new state vector. We call this new vector xa the 

"analysed" or "assimilated" state vector. 

xa = xf + Kz  

To create xa we combine the model prediction and the observations, and use the Kalman gain matrix 

itself as a weighting function. 

7. Covariance update 

Pa = (I - KH)Pf  

Finally the analysed covariance matrix Pa is created in a similar manner to the state matrix, using the 

Kalman gain matrix as the weighting function. 

 


